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Abstract 

Cardiovascular disease (CVD) is the leading cause 

of global deaths. Electrocardiogram (ECG or EKG) 

is the most widely used first line clinical tool for 

checking electrical activity in the heart. Hence using 

ECG recordings to automatically identify 

arrhythmias accurately and efficiently can be an 

important tool for cardiologists. We use the UC 

Irvine (UCI) Machine Learning Repository 

containing an arrhythmia data set to implement a 

multinomial classification for different types of heart 

abnormalities. We show that a decision tree learning 

algorithm (already widely used in many medical 

diagnostics) is well suited for this application. We 

achieved 80% classification accuracy with our 

decision tree, which is relatively high compared to 

other studies. 

I. INTRODUCTION  

 
In the US alone, more than half a million people die 

of heart disease, accounting for 1 in every 4 deaths. 
About 720,000 Americans have a heart attack, of which 
515,000 are a first heart attack, and 205,000 are 
recurrent. Coronary heart disease alone costs the US 
$108.9 billion each year. The impact of heart disease on 
lives and the cost of healthcare is a growing concern. 
  

Electrocardiogram (ECG) is one of the first line tests 
cardiologists use to check for problems with electrical 
activity of the cardiac muscles of patients. ECG is also 
sometimes performed as part of a physical examination, 
and is portable, making its use for pre-diagnosis of heart 
abnormalities favorable. Hence, it is of great interest to 
be able to accurately predict arrhythmia using patient 
ECG data.  

There has been much previous research on arrhythmia 
classification. Given the large dimensional size of 
arrhythmia data features, one approach involved 
transforming the features to a lower dimension using 
Principle Component Analysis, and then applying 
Support Vector Machines (1). Another approach 
involved analyzing the performance of a Naive Bayes 
learning algorithm given varied learning times (2). The 
motivation behind previous work has been centered on 
developing a model that can perform non-invasive risk 
assessment of arrhythmia in a patient. Using machine 
learning principles, patient information can be analyzed 
to determine the features most indicative of arrhythmia.  

However, to our knowledge, there has not been any 
published result in arrhythmia classification using CART 
(Classification and Regression Tree) analysis. Our goal is 
to accurately predict different types of arrhythmia in 
patients. Intuitively speaking, since doctors infer some 
medical condition (children nodes) based on symptoms 
(parent nodes), we decided to design a classifier based on 
a tree structure, which graphically makes biological 
sense. Thus, we present an arrhythmia classifier based on 
CART and Decision Tree Analysis. 

II. METHODS 

1. Data  Set 
 

We used the UC Irvine Machine Learning Repository 
(9) which has a data set containing arrhythmia 
information for 452 patients (rows). Each of these 
patients has 279 features (columns), and was classified 
into one of 16 categories (15 abnormal and 1 normal 
heart conditions). Our feature space comprised of 279 
dimensions, including patient information such as age, 
sex, height, the PQRST wave signal, and channel 
information. 

 

 



2. Imputation 
 

In the data set, there were many missing or NA values. 

When we observe the numbers of missing data for each 

feature, we find the following.  

 

 
Table 1. Frequency of NA values in features 11-15 (2nd 
row). Percentage of patients with missing values for 
each feature 11-15 (3rd row) 
 

We saw that 376 patients, 83.2% of all 452 patients, had 

a missing value for feature 14. Since this is a significant 

proportion of the data, we chose to omit feature 14, since 

it was mostly NA values and offered no real training 

benefit. For the remaining NA values, which were in 

features 11, 12, 13, and 15, we had to choose to either 

(a) remove all patients (~30 of them) with these missing 

values, or (b) impute the missing data. Since ~30 

patients (5% of total patients) had missing values, 

removing these patients could lead to significant 

information degeneration. 

 

 
Table 2. Histogram of Classification Frequencies 

 

     This histogram compares the frequencies of each 

classification after removal of patients with NA values 

(a) and imputation (b). The majority of the patients were 

classified as 1 or having normal heart conditions. There 

were no classifications from 11-13. The blue columns 

represent the frequencies of each classification with 

imputed data. The red columns represent the frequencies 

of each classification after removing ~30 patients with 

NA values. The green columns represent the frequencies 

of each classification after removing all patients with 

feature 14 missing. We notice that the frequency for 

each classification is less for (a) than (b). If we examine 

more closely, we see that class 15 has positive frequency 

after imputation, but zero frequency after removal of 

patients. Therefore, training on data after removal of the 

~30 patients would give us less leverage in predicting 

category 15. Thus, we instead imputed the data for the 

missing features using the R package rpart (3). 

 
3. CART Model 

 

     A decision or classification tree represents a multi-

stage decision process, where a decision is made at each 

node. When it is at some node D in the building process, 

it asks: which feature at D would give an optimal split to 

the children of D? Mathematically, the CART solves the 

following optimization problem for each node as follows 

(11). Given a predetermined value xj
R
, called the scalar 

splitting value for xj ,the problem is to find a feature xj, 

where xj  exists in the feature space, that optimally 

maximizes the separation of the data at node D. Here, Pl 

refers to the fraction of points that will be partitioned to 

the left child of D, and similarly Pr  is the fraction 

partitioned to the right child. tp is the parent node, tl is 

the left child and tr is the right child, i denotes the 

impurity function used to calculate impurity at the given 

node. We want to choose our features in the tree that 

minimize the impurity at each node. The objective 

function below maximizes the decrease in impurity from 

the parent node and its children. 

 

 
Figure 1. Optimization Objective Function for CART 

 

3.1   Building the tree 

 

     When building the classification tree, decisions that 

led to a compact tree with few nodes were preferred. 

Using the R package rpart (3), we built the decision tree 

using an initial complexity parameter of 0.0001. The 

complexity parameter controls the size of the tree, and is 

a way for the CART algorithm to know when to stop 

partitioning into subset trees. This parameter allowed us 

to prune the tree to prevent overfitting.  

 

 

 

 



4. Evaluation metric 
 

    To evaluate our tree accuracy, we randomly split our 

data set into training data and test data in three ways, 

50% training data and 50% test data, 70% training data 

and 30% test data, 100% training data and 100% test 

data. In each case, we trained our tree on the training 

data and tested on the test data. We also performed 10 

fold cross validation. 

 
5. Grid of evaluation 

 
With the imputed data, and using R packages such as 

‘e1071’ (5), we implemented Support Vector Machine 
with different kernels including linear, radial etc., and 
Naive Bayes to compare and contrast accuracies obtained 
by those metrics with our decision tree accuracies. We 
also compared with the AIRS algorithm done by Polat 
(1). We also implemented feature selection on our 
arrhythmia data to obtain a subset of important features, 
and consequently created a decision tree, and ran SVM, 
Naive Bayes, etc. on those features. Thus, in our grid of 
evaluation, we compared the accuracies obtained from 
each metric on imputed data, with the accuracies 
obtained from each metric from feature selection.   

III. RESULTS 

 

1. CART 
 

Figure 2. Decision Tree  from  UCI Arrhythmia data  

 

Figure 2 is the decision tree for the arrhythmia data. 
There are classifications 1-10 represented, and the tree is 
about ~7 levels deep. The root of the tree was feature 15 
or the heart rate in number of heart beats per minute. 

 

Graph 1. Complexity Parameter vs. Error 

The above graph shows the optimal complexity 
parameter. The complexity parameter that minimized the 
relative error of the tree was ~0.027. 

2. Accuracy Measure 
 

 



Graph 2. Importance Measures of the Arrhythmia 
Features 

The above two graphs give two types of importance 
measures of the features. The left graph shows how 
worse the decision tree would perform without each 
feature, i.e. the measured decrease in overall accuracy of 
the tree. Hence, a high decrease in accuracy would be 
expected for very predictive features. The right graph 
measures the Gini decrease, which is another way of 
measuring the importance of features. We see that in both 
graphs, feature 15 has the highest scores. This makes 
sense, since feature 15 is the root of the decision tree. 

 

 

 

Table 3. Overall accuracies from all metrics.  

Table 3 compares accuracies of all the different 
metrics. In each box, we divide the box into a quadrant of 
values. The top left cell of the quadrant refers to the 
accuracy of splitting the data 50% training data and 50% 
test data. The top right cell is 70% training data and 30% 
test data. The bottom left cell is 100% training data and 
100% test data. The bottom right is the result of 10-fold 
cross validation. We see that the CART algorithm has 
~80% accuracy, which is relatively high compared to 
other algorithms. Comparing the accuracies of CART on 
imputed data and feature selection, they are 
approximately the same, while the accuracies for SVM 
on imputed data and feature selection are significantly 
different. This suggests that the CART algorithm already 
does well in finding the most important features in the 
arrhythmia data, which is represented by the pruning of 
the tree and the complexity parameter. 

 

3. Confusion Matrix 

 
Table 4. Confusion Matrix of Classifications by CART 

 

    The additional information provided by the confusion 

matrix indicates the weaknesses and strengths of our 

model. For instance, we can infer with relatively high 

confidence that a prediction indicating class 1, normal 

heart conditions, is correct since we have 93.9% true 

positive rate for normal heart conditions. However, we 

can see that we only had a 53.8% true positive rate for 

class 5, Sinus Tachycardy. The confusion matrix allows 

us to understand which specific classification 



inaccuracies are occurring so that we can fine tune our 

model against such errors in the future. More 

specifically we can observe our data with attention to 

attributes that might sway the model towards the errors 

made apparent by the confusion matrix, something we 

could not do with the overall accuracy.  

IV. CONCLUSION 

Our CART analysis performed with ~80% accuracy, 
which did relatively well compared to other classifiers 
such as SVM or AIRS (1). From our CART graphical 
model, we found that the root of the tree was feature 15, 
or the heart rate in number of beats per minute. As the 
root of the tree is suggested to be a determining feature of 
the data, this makes sense because we would expect 
normal or abnormal heart rates to be strongly correlated 
with arrhythmia. Looking at the top nodes of the tree, we 
saw that these nodes were related to a multiple of 
different features, but mainly features in the 200 range 
i.e. channel values. 

V. DISCUSSION AND FUTURE WORK 

Future work could involve further investigating top 
features suggested by CART using PCA, features 
selection, etc. We could try fitting more models, and see 
if those models also suggest that features in the 200 range 
are important. We could use this new information to dig 
deeper into the data to understand what relationship these 
features have with other features. Also, as the data set 
had a lot of missing values, one could also work on 
gathering more robust training data, or using another 
method of imputation such as Fuzzy K-means Clustering, 
since we can expect training examples with the same 
classification to have similar characteristics or features 
(10). Ideally, in the future, we want to validate or decide 
which features are important for doctors to decide 
between normal or abnormal heart conditions. 
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